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Abstract 

Until recently, most web-based psycholinguistic experiments have focused on simple responses 
such as button presses or typed text. In this paper, we compare two sentence production 
experiments carried out in the lab and in an unsupervised web-based setting in order to test the 
robustness of error patterns and speech timing effects in web-based experimental settings. The 
open-ended spoken responses generated in this task could elicit more variable and noisier 
recordings when conducted outside a controlled lab environment. The experiments investigate 
patterns of well-documented attraction effects in the production of subject–verb agreement, 
examining error rates as well as speech timing effects in correctly produced sentences. In both 
the error and timing analyses, the results are strikingly similar across the experimental settings. 
Furthermore, the two experiments challenge common assumptions about a strong plural 
markedness effect in agreement attraction. Through this replication and comparison, we have 
found that we can do production experiments via the internet with a high level of similarity to 
those done in the lab. These results will allow for future production research to be conducted 
online, which will provide more flexibility and efficiency to this type of experimentation. 
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1. Introduction 

There are several advantages of internet-based testing in psycholinguistics. Web-based 

experimentation creates more flexibility and efficiency in the data collection process, since data 

can be collected outside of lab hours, without specialized lab equipment, and without an 

experimenter present. These properties can make web-based testing methods more accessible and 

scalable than in-lab testing, providing the opportunity for faster data collection from more 

diverse participant samples. In-lab testing creates strong pressures to use convenience samples of 

undergraduate students dominated by speakers of the language(s) spoken close to the 

researcher’s institution. Such samples are typically younger and more homogeneous than the 

broader population, and their behavior is not always representative (cf. Henrich et al., 2010). 

Internet-based experimentation has the potential to overcome some of these limitations, making 

it more feasible to reach populations further from researchers’ home institutions. Crucially for 

language researchers, web-based experiments can allow us to reach native speakers of additional 

languages and to increase the linguistic diversity of our samples. Moreover, the COVID-19 

pandemic has limited in-person testing, increasing the value of internet-based alternatives. 

However, most internet-based linguistic and psycholinguistic research has focused on tasks like 

linguistic judgments, self-paced reading, and typed sentence completions that involve 

straightforward measures such as button presses, survey questions, or typed responses (Corley & 

Scheepers, 2002; Linnman et al., 2006; Skitka & Sargis, 2006; Enochson & Culbertson, 2015; 

Vesker et al., 2019). The aim of the current study is to test the feasibility of collecting more 

open-ended speech data via the internet. 

Though there are benefits to transitioning to internet-based research, there are also 

potential concerns that can arise about the accuracy and consistency of production data collection 
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online. In particular, speech recording in web-based experimentation may be particularly 

susceptible to limitations of web-based research, with previous literature identifying concerns 

about the precision of data recording in web-based experiments (Reips, 2002; Skitka & Sargis, 

2006). These concerns can arise due to variations in participants’ software, hardware, internet 

connections, and environment, as well as the lack of experimenter supervision. Moreover, speech 

recordings may be more variable or noisier when elicited and recorded outside of a controlled lab 

environment. The present study thus seeks to assess the quality of web-collected production data 

for detailed analyses of speech recordings as well as the comparability between in-lab and web-

based experimental settings.  

To test whether web-collected production data can be used to measure variables and 

effects of interest to production research, we conducted a side-by-side comparison of lab-based 

and web-based sentence production experiments, focusing on the phenomenon of attraction in 

subject–verb agreement. This comparison allows us to determine whether web-collected data can 

feasibly be used to analyze measures of interest to production research (speech errors and 

articulation time course) and to detect the kinds of effects typically studied in the lab. 

1.1 Agreement attraction as a test case 

Subject–verb agreement attraction provides a useful test case for examining speech 

production data because it is a well-documented phenomenon in language production shown to 

present a mix of robust and more subtle effects. Agreement attraction in sentence production 

occurs when the process of agreement is disrupted by a nearby noun, as in (1) in which the verb 

agrees with the plural cabinets, rather than the singular subject key. 

(1) *The key to the cabinets are on the table. (Bock & Miller, 1991) 
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Speech errors like that in (1) have been well-documented across a range of languages in both 

experimental contexts and natural speech (e.g. Francis, 1986; Bock & Miller, 1991; Bock & 

Cutting, 1992; Bock & Eberhard, 1993; Den Dikken, 2001; inter alia). Agreement attraction 

errors most commonly occur in environments where one or more nouns intervene between the 

subject and the verb. In experimental settings, attraction effects are indexed by the presence of 

more agreement errors when an intervening noun has a different number from the subject head 

noun (singular or plural) than when they match in number. Given the prevalence of verb 

attraction errors in production experiments and the ease of their identification, such attraction 

effects are an excellent candidate for testing the reliability of web-collected production data. 

Furthermore, prior to the onset of the COVID-19 pandemic and the resulting halts on in-

person human subjects research, we had already tested agreement attraction effects in the lab in a 

previous study (Kandel & Phillips, 2021). This in-lab experiment provided a useful source of 

comparison for our web-based experiment. By utilizing an already conducted in-lab experiment 

task and moving it to the internet, we were able to easily compare the two data collection 

methods at a time when only one method was possible. Our study follows a recent trend in 

agreement attraction research to use more naturalistic tasks to elicit attraction errors (e.g. 

Veenstra et al., 2014; Nozari & Omaki, 2018), which allowed us to perform more analyses on the 

responses than just the traditional error analysis.  

Many previous agreement attraction experiments have used preamble paradigms to elicit 

errors in participant speech (e.g. Bock & Miller, 1991; Bock & Cutting, 1992; Bock & Eberhard, 

1993). These tasks present participants with a sentence fragment that they need to repeat and 

complete as a full sentence. In our task, on the other hand, participants saw simple scenes and 

were asked to describe them. The participants thus produced sentences that we could analyze for 
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errors, without being provided with any pre-packaged linguistic material for their responses or 

needing to interpret, remember, and repeat a part of a sentence that they had heard or read. This 

task involves a clear mapping from the message (the events of the scene) to a sentence, which 

allowed us to probe the sentence planning process in a more naturalistic setting. We used this 

more naturalistic sentence elicitation paradigm to analyze the time course of sentence planning in 

production in addition to the traditional error analysis. We analyzed the articulation time course 

of sentences with correct verb productions, which allowed us to look further at how subject–verb 

agreement proceeds in general and not just in the subset of cases where the process results in a 

speech error. Attempting to replicate the timing analysis from our in-lab study provided a more 

rigorous test of the quality of web-collected data, requiring higher quality speech recordings and 

representing a more subtle effect to try to detect. 

Our in-lab experiment also elicited a variant of the traditional agreement attraction error 

effect, providing a useful test case to see if our web-based experiment could replicate this 

specific form of the attraction effect. While many previous studies have found that agreement 

attraction effects only occur when the intervening noun is plural (a phenomenon known as the 

markedness effect; e.g. Bock & Miller, 1991; Vigliocco et al., 1995; Eberhard, 1997; Hartsuiker 

et al., 2003; inter-alia), our in-lab experiment elicited attraction with both plural and singular 

intervening nouns. A reduced effect of attractor number has similarly been shown in other prior 

studies (e.g. Franck et al., 2002; Staub, 2009; Staub, 2010; Veenstra et al., 2014; Nozari & 

Omaki, 2018), suggesting that the binary shape of the markedness effect may not be reliable. Our 

web comparison study can consequently be used to test whether this same variant of the 

agreement attraction effect can be elicited in a web-based setting.  
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2 Methods 

This study comprises two experiments investigating subject-verb agreement attraction in 

production. Experiment 1 was originally conducted in the lab as a part of a larger study 

comparing subject-verb agreement attraction with anaphor-antecedent agreement attraction 

(Kandel & Phillips, 2021). The comparison with anaphor-antecedent agreement in the original 

study was performed between participants, so the comparison should have no bearing on the 

present results. Experiment 2 was a replication of Experiment 1, conducted in an unsupervised 

web-based setting. 

2.1 Experiment 1 (in-lab experiment) 

2.1.1 Participants 

The participants for Experiment 1 were 45 native American English speakers (34 female, 

11 male) from the University of Maryland community with an average age of 21.1 years (SD = 

4.5y). We ran an additional four omitted participants. Two were omitted for not passing our 

native American English speaker test, one was omitted for not following task directions by 

speaking in incomplete sentences, and one was omitted because over 1/3 of their trials were 

excluded (see Analysis for trial exclusion criteria). This experiment was part of an hour-long 

session with an unrelated language comprehension study. For the full session, the participants 

were given course credit or monetary compensation ($12.00). 

2.1.2 Materials 

In the task, the participants saw scenes of groups of aliens. There were three types of 

aliens that appeared in the task (Figure 1a): greenies, blueys, and pinkies. The participants were 

told by the experimenter that the aliens had an ability called mimming, during which the aliens’ 
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antennae light up. Each scene involved one second of preview followed by three seconds of 

mimming by a subset of aliens in the scene (Figure 1b). For each trial, participants were asked to 

describe the events of the scene using the verb mim. 

Participants were trained to use the sentence frame the + N1 + preposition + N2 + is/are 

+ mimming in their responses (e.g. the pinky above the greenies is mimming). In order to enable 

attraction, the target sentences elicited by the scenes contained a subject head noun (N1), a verb 

that marked agreement (is/are), and an intervening noun (N2) that came between the subject 

head and verb. In our task, we used contrast in the scenes to elicit the prepositional phrases 

containing the intervening noun. Each scene contained two groups of aliens (Figure 1b), which 

prompted participants to use prepositional modifiers to disambiguate exactly which alien 

performed the action (e.g. instead of simply saying the pinky is mimming). 

Figure 1 

a) 

 
The alien types included in the stimuli 
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b) 

                   
             1 second of preview               3 seconds of mimming 

Example scene eliciting the target sentence the pinky above the greenies is mimming. 

Experiment 1 elicited 96 target sentences. The scenes were constructed such that N1 and 

N2 in the target sentences either matched or mismatched in number. N1 and N2 could be either 

singular or plural, leading to four conditions (Table 1). There were 24 target sentences per 

condition. 

Table 1 Example target sentences for each condition. 

Match Condition Example 

match SS The pinky above the greeny is mimming. 

match PP The pinkies above the greenies are mimming. 

mismatch SP The pinky above the greenies is mimming. 

mismatch PS The pinkies above the greeny are mimming. 

 

The target sentences were pseudo-randomized in four presentation lists (each eliciting the 

full set of 96 sentences) such that no more than two consecutive trials were the same condition, 

no more than two consecutive trials were match or mismatch trials, no more than three 
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consecutive trials had the same N1 number, no more than two consecutive trials had the same 

preposition, no more than three consecutive trials had the same alien type as N1, no more than 

three consecutive trials had the same alien type as N2, and no more than two consecutive trials 

had the same pairing of aliens in the target sentence (i.e. blueys and pinkies, pinkies and 

greenies, and greenies and blueys). Scenes were created for each of these four lists. For each list, 

the side of the screen where the mimming action occurred (left vs. right) was balanced and 

pseudorandomized such that the action did not occur on the same side of the screen on more than 

three consecutive trials. For each scene, the group in which the action occurred was 

pseudorandomly paired with another group of aliens such that the same overall scene 

configuration did not occur in two consecutive trials and each possible alien group arrangement 

(e.g. two blueys above one greeny) appeared an equal number of times on either side of the 

screen throughout the experimental trial block. 

A subset of eight target sentences were also elicited during the experiment’s practice 

sessions. In each practice session, each preposition type was used once, each alien type appeared 

as both N1 and N2, and the mimming action occurred an even number of times on either side of 

the screen. Each experiment list appeared with the same set of practice scenes. The practice 

scenes were created using the same criteria as the experimental scenes, with the added constraint 

that the practice scene configurations did not appear in experimental trials in any of the four 

experiment lists. 

2.1.3 Procedure 

Participants were distributed across the four presentation lists: 11 participants saw list 1, 

10 participants saw list 2, 13 participants saw list 3, and 11 participants saw list 4. Experiment 1 

was presented to the participants in our lab on a 2013 15” or 13” Macbook Pro using PsychoPy 
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v1.85.3 (Peirce & MacAskill, 2018) at the size of 720px by 540px. The experiment session was 

recorded with a Rode NT1 microphone with a Blue Icicle USB interface in Audacity v2.2.1 at 

44100 Hz. Reference sounds played at the onset and offset of each trial allowed the trials to be 

identified within the session recording. An experimenter was present in the room for the entire 

duration of the experiment. 

The experiment started with an introductory sequence that introduced participants to the 

aliens involved in the scenes and trained the target response formula. The sequence was led by 

the experimenter, though all instructions were also displayed on screen. The introduction first 

showed the three types of aliens and demonstrated the mimming action. To familiarize 

participants with this new vocabulary, participants then practiced a simple version of the task 

with only one group of aliens, eliciting the response the blueys are mimming. After this example, 

participants saw a similar scene with two groups of aliens, and the experimenter explained that 

now the response the blueys are mimming does not provide enough information to identify 

exactly which aliens are performing the action. Participants were told that they could use words 

like above, below, to the right of, and to the left of to make their descriptions more precise. 

Participants then saw a screen showing four alien groups in the four possible spatial relations that 

elicited these prepositions (one group per preposition) and practiced describing the mimming 

actions in each group using prepositions (e.g. the pinky to the right of the bluey is mimming). 

Participants then completed eight practice trials, divided into two practice sessions (four trials 

each). 

The first practice session was untimed. Participants pushed a button to initiate each trial. 

After participants gave their responses, they pressed a button to reveal the target sentence on the 

screen below the group of aliens in which the action occurred. Participants pressed again to end 
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the trial. The second practice session followed the same format as the experimental trials. During 

the second practice, the scenes automatically ended after three seconds of mimming. The time 

pressure was intended to encourage participants to speak quickly and decrease potential revision 

time during sentence planning, thereby increasing the likelihood of production errors. 

Participants were not shown the target sentences for the trials in the second practice. The 

experimenter encouraged the correct format of the responses in the practice sessions and 

remained in the room during the experimental trials in case the participant had any questions. 

The verbal feedback given during the practice sessions only referenced the format of the 

responses; this feedback never referenced number agreement or whether participants produced 

correct or incorrect verb agreement in their responses. After completing the practice sessions, 

participants proceeded to the experimental trials. 

2.2 Experiment 2 (web-based experiment) 

2.2.1 Participants 

The participants for Experiment 2 were 39 native American English speakers (27 female, 

21 male) from the Amazon Mechanical Turk participant pool, with an average age of 41.7 years 

(SD = 9.3y; age data missing for one participant). We ran an additional six omitted participants. 

One was omitted for not following task directions by not speaking in the correct sentence 

structure (instead producing sentences like the pinky is mimming above the greenies), two 

participants were omitted because all three researchers judged their reported language 

background information to be misleading, and the other three were omitted because over 1/3 of 

their trials were excluded (see Analysis for trial exclusion criteria). In order to qualify to 

participate in our task on Amazon Mechanical Turk, individuals had to pass our native speaker 
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test. Participants typically completed this experiment in about 20 minutes and were given 

monetary compensation ($4.00). 

2.2.2 Materials 

Experiment 2 elicited the same 96 target sentences from Experiment 1. The experiment 

used the introductory sequence, practice trials, and experiment scenes from presentation list 1 in 

Experiment 1. The only difference in the scenes from Experiment 1 was the time frame 

participants had to respond during the second practice session and the experimental trial block. 

In a short pilot of the task (N = 5 participants), we noticed that the pilot participants had 

difficulty completing their responses in the three second time frame given in the Experiment 1. 

In Experiment 2, each trial was recorded individually as opposed to recording the entire 

experiment session in a single recording (individual trial recordings were more efficient for 

analysis, less intrusive to participant privacy outside of a lab setting, and resulted in a smaller 

data file to upload to our data collection server at the end of the task). Recordings ended 

automatically at the offset of each trial, so we added one additional second of mimming to the 

scenes in Experiment 2 (for a total of 4 seconds of response time) to ensure that participants’ full 

responses would be more likely to be captured by the trial recordings. 

2.2.3 Procedure 

All participants saw the same presentation list (list 1 from Experiment 1). Experiment 2 

was presented via the internet using the PennController for IBEX (PC Ibex) (Zehr & Schwartz, 

2018). Participants were asked to complete the experiment on a computer using the Google 

Chrome web browser (a commonly-used browser that permits collection of audio data via PC 

Ibex). Participant responses were recorded through the microphone connected to their computer. 
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Recordings started and stopped automatically at the beginning and end of each trial (removing 

the need for the reference sounds played in Experiment 1). 

To minimize the influence of internet connection variability on stimulus presentation, all 

experiment materials were preloaded into the browser cache prior to starting the experiment. 

Recordings were stored in the browser cache throughout the task and sent to our data collection 

server in a .zip file at the end of the experiment. Using these features, we were able to avoid 

pauses mid-experiment to load stimulus materials or send recordings, instead moving these 

delays to the beginning and end of the experiment. To ensure that participants waited until their 

responses had been sent to the server before closing out of the experiment, participants were 

required to submit a completion code on Amazon Mechanical Turk that was given only after 

their responses successfully uploaded to the server (or failed to upload). If for any reason a 

participant’s responses failed to send to the server, they were given the opportunity to download 

a .zip archive of their recordings to submit via email. 

 Experiment 2 followed the same general procedure as Experiment 1. Given Experiment 

2’s web-based setting, we were concerned about the attention participants would give to the 

instructions and about the clarity of the participants’ recorded audio. To address these potential 

concerns, we made two modifications to the procedure to accommodate the web-based format. 

To ensure that participants would attend to the introductory sequence without an experimenter 

present to explain it, we added audio instructions to the sequence. The audio instructions gave 

the same introductory information presented on the experiment screen in a slightly different 

format, just as the experimenter had presented the information in Experiment 1. By having the 

audio not simply repeat verbatim the information on the screen, we hoped to encourage 

participants’ attention. Presenting the task instructions in multiple formats decreased the 
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likelihood that participants would miss important information due to inattention. Crucially, 

participants could not advance between screens in the introduction until the audio for the current 

screen had finished playing, meaning that participants could not skip over any of the information. 

In order to address the concern of recording clarity, the instructions asked participants to 

move to a room that was quiet and away from distractions. Participants initially received this 

instruction at the beginning of the experiment and were reminded of it after the introductory 

sequence before starting the experimental trials. At the beginning of the experiment (prior to the 

introductory sequence), we also required participants to perform a recording check: participants 

recorded themselves saying a sample sentence and then played the audio back to themselves. The 

experiment would not proceed until participants had recorded a response. Participants could re-

record their sample sentence as many times as they wanted. This recording check allowed 

participants not only to test whether their microphone was working (so that they did not wind up 

submitting recordings containing no sound) but also whether their recordings were clear and free 

from background noise (and to make adjustments as necessary). The recording test additionally 

ensured that participants had their computer sound on prior to the introductory sequence so that 

they could hear the audio instructions. 

3 Analysis 

The goals of our analyses were to assess i) whether verb agreement errors were more 

likely in the mismatch conditions than the match conditions and ii) whether participants were 

more likely to pause in these same conditions before producing the correct verb form in 

utterances without errors. The data for Experiment 1 and Experiment 2 were analyzed separately. 

All statistical analyses in this study were performed in R v 4.1.0 (R Core Team, 2021). 
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For both experiments, we fit Bayesian generalized linear mixed effects models to analyze 

speech error and timing data. The models were fit with a Markov Chain Monte Carlo (MCMC) 

approach using the package {rstanarm} v2.21.1 (Goodrich et al., 2020). The models were 

computed in four sampling chains, with 2,000 iterations each (1,000 of which were used for 

warm-up/burn-in in each chain, leaving a total of 4,000 sampling iterations in the analysis). We 

utilized Bayesian estimation for our analysis because it can handle complex model structures that 

can be difficult to estimate using frequentist methods (such as maximum likelihood estimation), 

particularly when datasets contain few or no observations of an outcome in one or more cells of 

the analysis, as may be likely to occur in agreement attraction experiments when errors are less 

common in the match conditions.  

Bayesian models estimate posterior distributions of probable values for the model 

parameters. We report the posterior medians and 95% credible intervals (CrIs) for the relevant 

parameter coefficients in our analyses. CrIs indicate the range of values in which the regression 

coefficient for the parameter is 95% likely to lie, providing a more intuitive measure of 

probability than frequentist confidence intervals. For hypothesis testing, we check whether zero 

is included in the CrI for a parameter; if zero is not in the CrI, we can be 95% certain that the 

parameter had a non-zero effect. 

For each experiment, participant responses were transcribed and coded for agreement 

errors. A response was coded as containing an agreement error when the initial verb form 

produced by the participant did not match the number of the subject head (we included both 

revised and unrevised agreement errors in our analyses). During the transcription process, we 

also made notes of other errors and disfluencies in the responses. Responses were omitted from 

the analysis if the verb form was unidentifiable, if they contained an error that changed the 
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meaning of the sentence such that the response did not match the scene it described (e.g. 

producing incorrect number marking on one or both of the nouns, saying the wrong alien name, 

and/or using an incorrect wrong preposition), or if the response did not match the target formula 

the + N1 + preposition + the + N2 + is/are + mimming. In Experiment 2, trial recordings that 

did not contain the complete target sentence were included in the analysis if the agreeing verb (is 

or are) was articulated before recording offset1. Using a preposition that did not match the target 

but expressed the same meaning (e.g. under in place of below), saying a in place of the, or 

producing an alternative pronunciation of mimming (e.g. meeming) were not considered errors. 

If the participant revised an error that would result in trial exclusion in a single revision (e.g. the 

bluey… blueys above the greenies are mimming), the response was not omitted and instead was 

coded as containing a disfluency error. Other disfluency errors included omitting a determiner, 

repeating a word or the beginning of a word, false starts to a word (e.g. the gr- blueys), word 

revisions (excluding revisions of agreement errors), and saying the color of an alien instead of its 

name (e.g. the greens). 

For the error distribution analyses, we analyzed the likelihood of producing an error in 

the different experiment conditions using logistic mixed effects analyses. We fit Bayesian 

generalized linear mixed effects models with a binomial distribution and logit link. The models 

had fixed effects of match and N1 number with an interaction between them. The models had 

random intercepts for target sentence and participant, in addition to a random slope for match by 

participant. Since our models contained interactions, we used effects contrast coding to estimate 

the overall effects of match and N1 number, which allowed us to compare each fixed effect to 

 
1 We included these trials in the Experiment 2 analysis to more closely parallel our analysis for Experiment 1. In the 
Experiment 1 analysis, we permitted responses that extended beyond the end of the trial because they were captured 
in the continuous recording of the experiment session. Participants’ experience completing the task was the same in 
both experiments; in both tasks, participants were instructed to finish their response before the offset of the trial. 
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the grand mean (analogous to main effects). The models were fit with a Student-t prior with 7 

degrees of freedom and a scale of 2.5, a weakly-informative prior family commonly used in 

logistic regression analyses (e.g. Gelman et al., 2008); we used this same prior for both the 

regression coefficients and the intercept. For each experiment, we analyzed both the full set of 

responses as well as a more restrictive dataset containing no disfluency errors. For both 

Experiment 1 and Experiment 2, we observed the same pattern of results in both datasets. We 

report the results from the full sets of responses because they contained a larger number of 

observations. 

In addition to the error distribution analyses, we also conducted time course analyses on 

responses that did not contain any errors (agreement or disfluency) to see if there was any slow-

down in speech caused by processing the agreement. We forced-aligned the audio recordings to 

their transcriptions using the Montreal Forced Aligner v1.0.0 (McAuliffe et al., 2017) to identify 

the onset and offset of each word in the responses. We used the forced-aligned responses to 

analyze the likelihood of pausing before articulation of the verb in the different sentence 

conditions. While it is possible that attraction effects could also manifest as lengthening of the 

subject phrase preceding the verb, differences between our conditions of interest could not be 

confidently interpreted as attraction effects because the match manipulation is confounded with 

word length, particularly in the SS vs. SP comparison (the plural nouns in our experiments take 

longer to articulate). Given the rarity of detectable pauses between words in forced-aligned 

continuous speech, we decided to perform a likelihood analysis. Investigating the durational 

difference between the offset of N2 and the onset of the verb would have resulted in a large 

number of zero values in the analysis, which can present difficulties for statistical modeling 
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without transforming the data. Consequently, we analyzed the likelihood of pre-verbal gaps in 

the responses, defined as non-zero differences between the offset of N2 and the onset of the verb. 

For the time course analyses, we fit Bayesian logistic mixed effects models with the same 

effects structures and priors used in the error distribution analyses. As an exploratory analysis, 

we also investigated the duration of the pre-verbal gaps when they occurred. For these 

exploratory analyses, we fit Bayesian generalized linear mixed effects models with a gamma 

distribution and log link. The exploratory models were fit using the recommended default 

weakly-informative priors (without auto-scaling) from the {rstanarm} package v2.21.1 for the 

gamma distribution family: for both the coefficients and intercept, the prior distribution was a 

normal distribution with a scale of 2.5. The exploratory models had the same effects structure as 

the error and gap likelihood analyses. 

In our results, we report the parameter estimates on the scales used in the analyses (log 

odds for the error and gap likelihood analyses and log milliseconds for the gap duration 

analysis), which are commonly used for hypothesis testing. To assist with interpretation, for each 

condition, we provide probability estimates for the error and gap likelihood analyses and 

duration estimates in milliseconds for the gap duration analyses. Posterior probability 

distribution plots, effect plots, and trace plots for our analyses are available in the Appendix 

[available below the References in the present document]. 

4 Results 

For Experiment 1 (the in-lab experiment), we collected a total of 4320 responses, 303 of 

which were omitted from the analysis (7%). Of the remaining 4017 responses, 250 contained 

disfluency errors. Experiment 2 (the web-based experiment) elicited a total of 3744 utterances, 
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253 of which were omitted from the analysis (7%). Of the remaining 3491 responses, 284 

contained disfluency errors. 

4.1 Error distribution analyses 

4.1.1 Experiment 1 

Of the 4017 responses in the Experiment 1 analysis, 489 responses contained agreement 

errors (49 errors were in sentences that also contained at least one disfluency error). The 

distribution of agreement errors across conditions can be seen in Table 2. We elicited greater 

counts and higher percentages of errors in the mismatch conditions than the match conditions. 

Figure 2 shows the participant error rates in each condition. 

Table 2 Agreement error counts and rates in Experiment 1 (in-lab experiment). 

Match Condition Error Count Response Count Error Percentage 

match  SS 4  1046  0.4% 

match PP 30  995 3.0% 

mismatch SP 246 990 24.8% 

mismatch PS 209 986  21.2% 
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Figure 2 

 
Boxplot of Experiment 1 participant agreement error rates. Mean error rates for each 

condition are labelled and identified by the red diamonds. The grey points represent participant 
rates. 

The posterior median for the overall effect of match was 1.78 (95% CrI [1.43, 2.14]), 

suggesting that errors were more likely in the mismatch conditions (SP, PS). The posterior 

median for the overall effect of N1 number was 0.47 (95% CrI [0.21, 0.77]), suggesting that 

errors were more likely in the plural head conditions (PP, PS). The posterior median for the 

interaction was -0.59 (95% CrI [-0.88, -0.32]), suggesting that there was a difference in the 

match effect between the singular and plural head conditions (cf. Jaccard, 2001 for discussion of 

how to interpret interaction coefficients in logistic regression). The attraction effect was 

estimated to be larger in the singular head conditions: the estimated probability of agreement 

errors for the SS condition was 0.2% (95% CrI [0.1, 0.6]) versus 20.4% (95% CrI [14.4, 27.7]) in 

the SP condition (a difference of approx. 20%), compared to 1.9% (95% CrI [0.9, 3.3]) in the PP 
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condition versus 16.8% (95% CrI [11.8, 23.4]) in the PS condition (a difference of approx. 15%). 

Follow-up analyses fitting Bayesian models of the same structure with dummy coded variables 

estimated the match effect to have a posterior median of 4.33 in the singular head conditions (CrI 

[3.50, 5.39]) and 2.24 in the plural head conditions (95% CrI [1.63, 2.83]), suggesting that there 

errors were more likely in the mismatch conditions for both the SS vs. SP and the PP vs. PS 

comparisons. 

4.1.2 Experiment 2 

Of the 3491 responses in the Experiment 2 analysis, 320 responses contained agreement 

errors (46 errors were in sentences that also contained at least one disfluency error). The 

distribution of the errors across conditions for Experiment 2 can be seen in Table 3. As in 

Experiment 1, we elicited more errors in the mismatch conditions than the match conditions. 

Figure 3 provides the participant error rates in each condition. 

Table 3: Agreement error counts and rates in Experiment 2 (web-based experiment). 

Match Condition Error Count Response Count Error Percentage 

match  SS 0  822 0% 

match PP 16  788 2.0% 

mismatch SP 106 786 13.5% 

mismatch PS 152 811 18.7% 
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Figure 3 

 
Boxplot of Experiment 2 participant agreement error rates. Mean error rates for each 

condition are labelled and identified by the red diamonds. The grey points represent participant 
rates. 

The posterior median for the overall effect of match was 2.50 (95% CrI [1.58, 3.69]), 

suggesting that errors were more likely in the mismatch conditions (SP, PS). The posterior 

median for the overall effect of N1 number was 1.39 (95% CrI [0.52, 2.55]), suggesting that 

errors were more likely in the plural head conditions (PP, PS). The posterior median for the 

interaction was -1.23 (95% CrI [-2.42, -0.39]), suggesting that there was a difference in the 

match effect between the singular and plural head conditions. The attraction effect was estimated 

to be slightly larger in the plural head conditions: the estimated probability of agreement errors 

for the PP condition was 1.2% (95% CrI [0.5, 2.4]) versus 13.0% (95% CrI [7.6, 20.6]) in the PS 

condition (a difference of approx. 12%), whereas the estimated probability of agreement errors 

for the SS condition was 0.0% (95% CrI [0.0, 0.1]) versus 9.8% (95% CrI [5.7, 15.9]) in the SP 
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condition (a difference of approx. 10%). Follow-up analyses fitting Bayesian models of the same 

structure with dummy coded variables estimated the match effect to have a posterior median of 

2.41 in the plural head conditions (CrI [1.63, 3.25]) and 4.90 in the singular head conditions 

(95% CrI [3.36, 6.88]), suggesting that errors were more likely in the mismatch conditions in 

both the PP vs. PS and the SS vs. SP comparisons. 

4.2 Time course analyses 

4.2.1 Experiment 1 

The time course analysis for Experiment 1 was performed on 3267 responses containing 

no agreement or disfluency errors (one participant was omitted from this analysis because their 

responses could not be forced-aligned). Among these responses, 326 contained gaps (i.e., non-

zero pauses) between the end of N2 and the beginning of the verb. The distribution of these gaps 

across conditions is displayed in Table 4. 

Table 4 Gap counts and rates in Experiment 1 (in-lab experiment). 

Match Condition Gap Count Response Count Gap Percentage 

match  SS 45 972 4.6% 

match PP 55 898 6.1% 

mismatch SP 100 686 14.6% 

mismatch PS 126 711 17.7% 
 

In the gap likelihood analysis, the median posterior estimate of the overall match effect 

was 0.85 (95% CrI [0.61, 1.12]), suggesting that pre-verbal gaps were more likely in the 

mismatch conditions. The median posterior of the overall effect of N1 number was 0.19 [95% 

CrI [0.03, 0.32]), suggesting that gaps were more likely before are than is. The median posterior 
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for the interaction between match and N1 number was -0.02 (95% CrI [-0.17, 0.12]), suggesting 

that there was not a substantial difference in the match effect between the singular and plural 

head conditions. The estimated probability of pre-verbal gaps was 1.9% (95% CrI [0.9, 3.5]) for 

the SS condition, 9.9% (95% CrI [6.0, 14.9]) for the SP condition, 2.8% (95% CrI [1.4, 5.1]) for 

the PP condition, and 13.3% (95% CrI [8.4, 19.4]) for the PS condition. 

In the exploratory gap duration analysis, the posterior median for the overall effect of 

match was 0.07 (95% CrI [-0.09, 0.24]). The posterior median for the overall effect of N1 

number was 0.27 (95% CrI [0.13, 0.41]), suggesting that gaps were longer before are than is. 

The posterior median for the interaction between match and N1 number was -0.06 (95% CrI [-

0.21, 0.07]). The estimated gap durations were 57ms (95% CrI [37, 86]) in the SS condition, 

73ms (95% CrI [55, 96]) in the SP condition, 110ms (95% CrI [74, 164]) in the PP condition, 

and 112ms (95% CrI [85, 145]) in the PS condition. 

4.2.2 Experiment 2 

The time course analysis for Experiment 2 included 2930 responses containing no 

agreement or disfluency errors (one participant’s responses and an additional three trials were 

omitted from the analysis because they could not be forced aligned or contained an uh mid-

utterance). Among these responses, 656 contained pre-verbal gaps. The distribution of these gaps 

across conditions is given in Table 5. 
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Table 5 Gap counts and rates in the Experiment 2 (online experiment). 

Match Condition Gap Count Response Count Gap Percentage 

match  SS 106 819 12.9% 

match PP 103 772 13.3% 

mismatch SP 214 680 31.5% 

mismatch PS 233 659 35.4% 
 

 
In the gap likelihood analysis, the median posterior estimate for the overall effect of 

match was 0.83 (95% CrI [0.64, 1.02]), suggesting that pre-verbal gaps were more likely in the 

mismatch conditions. The posterior median for the overall effect of N1 number was 0.08 (95% 

CrI [-0.05, 0.22]). The posterior median for the interaction between match and N1 number was 

0.04 (95% CrI [-0.09, 0.17]). The estimated probability of pre-verbal gaps was 7.9% (95% CrI 

[4.6, 12.9]) for the SS condition, 29.2% (95% CrI [19.3, 40.9]) for the SP condition, 8.5% (95% 

CrI [4.9, 13.6]) for the PP condition, and 34.5% (95% CrI [23.6, 47.1]) in the PS condition. 

In the exploratory gap duration analysis, the median posterior estimate for the overall 

effect of match was 0.21 (95% CrI [0.12, 0.30]), suggesting that gaps were longer in the 

mismatch conditions. The posterior median for the overall effect of N1 number was 0.08 [-0.01, 

0.16]. The posterior median for the interaction between match and N1 number was 0.05 (95% 

CrI [-0.02, 0.14]). The estimated gap durations were 58ms (95% CrI [46, 73]) in the SS 

condition, 79ms (95% CrI [64, 95]) in the SP condition, 61ms (95% CrI [49, 76]) in the PP 

condition, and 103ms (95% CrI [84, 125]) in the PS condition. 

5 Discussion 

In this study, we compared subject–verb agreement attraction effects elicited by the same 

task in two different experimental settings. We analyzed the likelihood of producing attraction 
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errors as well as production time course effects in the articulation of correct responses in both a 

supervised in-lab experiment (Experiment 1) and an unsupervised web-based experiment 

(Experiment 2). Our web-based experiment demonstrated that it is feasible to gather reliable data 

for production experiments via the internet, despite potential concerns about eliciting and 

collecting speech recordings online. Furthermore, we observed remarkably similar results 

between our two experiments in two different measures (speech errors and articulation time 

course), with the web-based experiment even replicating finer-grained details of the agreement 

attraction effect observed in the in-lab experiment. 

5.1 Feasibility of web-based production experiments 

Our Experiment 2 results demonstrate that it is not only feasible but also convenient to 

collect language production data via the internet, even in a task that involves more open-ended 

responses such as a scene description task. Despite potential concerns that the collection and 

quality of production data might be more susceptible to limitations of web-based research than 

other forms of linguistic data (cf. Reips, 2002; Skitka & Sargis, 2006), we found that we were 

able to elicit responses following task directions and to collect recordings with high enough 

audio quality to both be transcribed as well as forced-aligned. In fact, issues that can plague data 

collection in more traditional web-based tasks, such as concerns about non-qualified participants 

and bots (including humans using automation), appear to be much less of an issue in web-based 

production experiments like ours. Native-sounding spoken descriptions are not easily faked nor 

are they a form of response that contemporary automation can easily simulate, which not only 

facilitates screening measures, but in the case of our experiment, appears to have discouraged 

participation from non-qualified individuals and bots who may have passed our native speaker 

test. We had no obvious bots complete the task on Amazon Mechanical Turk, and only two 
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participants who completed the task had non-native accented speech (these two participants were 

not included in the analysis). Furthermore, we observed the same agreement attraction effects in 

our web-based experiment as in our in-lab experiment, suggesting that the web-collected data is 

sensitive to the types of effects of interest in production studies. 

We attribute our successful data collection in part to several specific measures we took to 

mitigate potential drawbacks of web-based data collection, particularly variations in home set-

ups (including hardware, software, and background environment) and internet connections as 

well as the lack of experimenter supervision. These measures (described in detail in the 

Experiment 2 Procedure) included: i) introducing non-skippable audio instructions to the 

introductory sequence in addition to the instructions presented on screen, ii) asking participants 

to move to a quiet location away from distractions, iii) requiring participants to test their 

recording quality before starting the experiment, iv) preloading the experiment material into the 

browser cache, v) sending results to the server at the end of the experiment, vi) requiring 

participants to submit a completion code on Amazon Mechanical Turk that was given only after 

the data successfully uploaded to the server (or failed to do so), and vii) providing an alternative 

way to submit responses if the data upload failed. These steps helped us to reduce trial and 

participant loss as well as to avoid potential effects of varying internet connection stability that 

could result in stimulus presentation delays. 

In particular, our introductory sequence in the web-based experiment appears to have 

conveyed the task instructions with similar efficacy as having an in-person experimenter explain 

them. In both Experiment 1 and Experiment 2, there was only one participant who consistently 

did not follow task instructions to produce the correct form of response, either only producing 

subject phrases in their responses (Experiment 1; e.g. the pinky above the greenies) or producing 
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sentences in a different format (Experiment 2; e.g. the pinky is mimming above the greenies). 

Looking at the total sets of responses elicited from the other participants run in the tasks 

(including participants omitted from analysis for having too many excluded trials but excluding 

those who failed the non-native test or had misleading language background information), the 

percentage of responses containing errors resulting in trial exclusion2 (exclusion criteria 

described in Analysis) was comparable across experiments: in the in-lab experiment, 7% of trials 

(330/4416) contained such errors, and in the web-based experiment, 4% of trials (168/4032) 

contained such errors. Looking only at the errors that did not follow the target sentence format, 

these percentages drop to 1% in both experiments (38/4416 in Experiment 1; 36/4032 in 

Experiment 2). These comparisons indicate that it is possible to run a relatively complex 

production experiment online with similar response quality to an in-lab experiment, even without 

an experimenter present to answer questions and provide feedback. While there was a somewhat 

higher participant exclusion rate in the web-based experiment, with approximately 8% of 

participants run in the task omitted in the in-lab experiment and 13% omitted in the web-based 

experiment, slight increases in participant loss rate in web-based settings are easily offset by the 

more efficient use of experimenter time: it took three months to complete data collection for 

Experiment 1 in the lab, whereas data collection for Experiment 2 was completed within only 

nine days. 

Furthermore, collecting data online allowed us to access a more diverse participant 

sample. While Experiment 1 included only people that lived in Maryland (recruited through the 

University of Maryland subject pool), Experiment 2 included participants in 23 different states 

 
2 Trials omitted simply for being incomplete do not count towards the tally of responses with errors resulting in 
exclusion. The tally of error trials thus does not include trials in Experiment 2 in which the agreeing verb (is or are) 
was not fully articulated before the end of the recording or trials from Experiment 1 in which participants did not 
produce a complete sentence because they stopped speaking. 
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throughout the United States. Along with this geographical diversity, there was also a broader 

range of ages in the web-based experiment, with participants ranging from 25 years old to 61 

years old. We were interested to note that despite this additional variability in the subject pool, 

the response patterns of participants in the web-based experiment closely resembled those in the 

in-lab experiment, reflected in similar trial error rates and parallel results. 

Nonetheless, despite the overall similarities between our two experiments, there were 

some notable differences between the in-lab and web-based data. Although the speech recordings 

collected in Experiment 2 had sufficient audio quality to perform detailed analyses of participant 

responses, there was an apparent influence of hardware variations on the forced-aligner’s ability 

to align the recordings to their transcribed content. For some individuals, the trial recordings 

captured the release of the button press used to start the trial, perhaps because the participant was 

using a mechanical keyboard, a more sensitive microphone, or a microphone closer to their 

keyboard set-up (such as a laptop’s built-in microphone). In these trials when the button press 

was particularly loud, the forced aligner identified the keyboard sound as the first word in the 

response. While this misalignment did not influence our time course analyses, as we were 

interested in pre-verbal pauses later in the sentence, it could influence other types of analyses 

common in language production research such as speech onset or duration analyses. We have 

found in following experiments that this type of noise in the recordings can be avoided by adding 

a short buffer time (e.g. 200ms) after trial onset before the recording starts so that it begins after 

the keyboard release has ended. 

 We also observed slightly different response behavior between the two experiments. We 

found from piloting that an additional second needed to be added to the response time in 

Experiment 2 to allow participants to complete their responses before the trials (and 



 

29 

corresponding recordings) ended. When given additional time in Experiment 2, participants 

seemed to use it as they planned and articulated their responses. Participants in Experiment 2 

spoke more slowly on average than those in Experiment 1: the average duration of responses 

included in the timing analysis (excluding those from Experiment 2 that were not fully 

articulated within the trial recording) was 1.96 seconds (SD = 0.38s) in Experiment 1 and 2.27 

seconds (SD = 0.38s) in Experiment 2 (durations were measured from the onset of NP1 to the 

offset of the sentence to avoid any inaccuracies in the forced-aligner’s identification of the first 

word onset). Response durations were longer in Experiment 2 in all four experiment conditions 

(SS, PP, SP, PS). Participants in Experiment 2 also took longer to start speaking (as indicated by 

NP1 onset), with average NP1 onset times of 1.96 seconds (SD = 0.23s) compared to 1.77 

seconds (SD = 0.21s) in Experiment 1 (onsets were slower in Experiment 2 in all four 

conditions). The slower responses in Experiment 2 may be due to the fact that the web-based 

experiment had an older participant sample or because participants prefer to use additional time 

to plan and give responses when that time is available. Even with these response timing 

differences, however, we found that the pattern of the results was remarkably similar between 

our two experiments. 

5.2 Agreement attraction results 

In addition to demonstrating the feasibility of collecting speech production data in a web-

based setting, our experiment results also provide insight into the verb agreement process. In our 

study, we analyzed subject–verb agreement attraction using both a traditional error distribution 

measure as well as a more novel production time course analysis, looking for slowdowns in the 

articulation of sentences without errors. This timing analysis allowed us to probe how subject–
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verb agreement proceeds in general, not just in the subset of cases where it goes awry, thereby 

providing a broader understanding of the phenomenon. 

 In both experiments, the error analysis replicated the basic attraction effect previously 

observed for subject–verb agreement (cf. Eberhard et al., 2005 for review). Verb agreement 

errors were more plentiful and more likely to be produced in sentences with an intervening noun 

that mismatched the subject head in number (the mismatch conditions). This attraction effect was 

slightly larger in the in-lab experiment than the web-based experiment. In Experiment 1, 

agreement errors were elicited in approximately 23% of mismatch trials compared to 2% of 

match trials. By contrast, in Experiment 2, agreement errors were elicited in approximately 17% 

of mismatch trials and 1% of match trials. The in-lab experiment also elicited more agreement 

errors overall (12% of trials included in the analysis contained agreement errors) than the web 

experiment (9% of trials contained agreement errors). These differences may be the result of the 

additional time participants in the online version of the task had to plan and articulate their 

responses. 

Our timing analysis revealed an effect of attraction-inducing environments on verb 

agreement even when no error was actually produced. In both the in-lab and web-based 

experiments, we found that participants were more likely to pause before articulating correct 

verb forms in the same mismatch environments where errors were more likely. These results 

reinforce previous findings that timing information can be used to index attraction effects (e.g. 

Staub, 2009, 2010) and demonstrate that such timing effects can be detected utterance-medially 

in sentences elicited by a naturalistic scene-description paradigm. The slowdowns before the 

verb in the mismatch conditions point to difficulty in the subject–verb agreement computation in 

the presence of potential attractors even when the correct form is ultimately produced. These 
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results suggest that the process resulting in attraction errors is active on more than just the trials 

when the agreement process goes awry. Interestingly, the slowdown effect in the mismatch 

conditions was larger in the web-based experiment, where participants also produced fewer 

errors: there were pre-verbal pauses on 33% of mismatch trials and 13% of match trials in 

Experiment 2, compared to 16% of mismatch trials and 5% of match trials in Experiment 1, and 

there was an effect of match on gap duration in Experiment 2, meaning that participants not only 

paused more frequently but also paused for longer in the mismatch conditions. The web-based 

experiment also elicited more pre-verbal pauses (pauses were elicited on 22% of trials included 

in the analyses) than the in-lab experiment (pauses were elicited on 10% of trials). We propose 

that these differences reflect a speed-accuracy trade-off such that errors are less likely when 

speakers take more time to plan the verb form before producing it. 

Despite the slight differences in the sizes of the error and timing effects between 

experiments, we found a remarkably similar pattern of attraction in both experiments. While the 

shape of the effect was consistent across experiments, the elicited error effects deviate somewhat 

from traditional demonstrations of agreement attraction. In particular, we did not observe a 

traditional markedness effect in either the in-lab or web-based experiment. The markedness 

effect refers to the finding that plural intervening nouns are more disruptive to verb agreement 

than singular intervening nouns (cf. Eberhard, 1997). Conventionally, the markedness effect is 

manifested as a large number of attraction errors in sentences with singular heads and plural 

attractors (the SP condition) with virtually no errors in sentences with plural heads and singular 

attractors (the PS condition) (e.g. Bock & Miller, 1991; Vigliocco et al., 1995; Eberhard, 1997; 

Hartsuiker et al., 2003; inter-alia). This difference has commonly been explained by assuming 

that singular nouns are unmarked for number and only plural nouns have a marked plural feature, 
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allowing them to interfere with agreement processes (e.g. Bock & Eberhard, 1993; Eberhard, 

1997). 

Although we observed differences in attraction for conditions with singular and plural 

heads (reflected in the interactions between match condition and head noun number), our 

experiments demonstrated reliable attraction effects of both plural and singular intervening 

nouns. In fact, in Experiment 2, the effect of singular attractors on error likelihood was slightly 

larger than that of plural attractors. The presence of reliable singular attraction in our 

experiments contradicts the notion that singular nouns cannot exert influence on verb agreement 

due to a lack of number marking. The patterns observed in our experiments suggest that the 

markedness effect may not always be present and that when it is, the effect may be graded (e.g. 

Veenstra et al., 2014) instead of binary. 

While the lack of a binary markedness effect in our experiments may at first glance seem 

like an outlier, an investigation of the production literature reveals that the singular attraction 

effects we observe are within the range of those observed in prior studies (although on the high 

end of the spectrum). Reduced or absent markedness effects have been previously observed in 

the production literature, particularly in other tasks using the verb to be (e.g. Franck et al., 2002; 

Staub, 2009, 2010; Veenstra et al., 2014) and in more naturalistic scene description tasks (e.g. 

Nozari & Omaki, 2018; Veenstra et al., 2014). In fact, the graded markedness effect we observe 

in Experiment 1 effect is consistent with a general SS > PP > PS > SP accuracy order found in 

the production literature (Staub, 2009). 

While a more binary markedness effect is consistent with the patterns of attraction 

illusions found in the verb comprehension literature (e.g. Wagers et al., 2009), we propose that it 

is unsurprising that we should find more similar influences from plural and singular attractors in 
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language production, especially under a retrieval model of agreement attraction (cf. Badecker & 

Kuminiak, 2007; Wagers et al., 2009; Dillon et al., 2013; inter alia). Retrieval models propose 

that attraction errors occur as the generator attempts to retrieve the subject from content-

addressable memory (cf. McElree, 2000; McElree et al., 2003) to compute verb agreement. This 

cue-based retrieval process is fallible and can incorrectly retrieve the wrong item from memory if 

its features partially match the retrieval cues. Unlike in comprehension, where the number 

feature of the verb can be used as a retrieval cue to check verb agreement, in production the 

speaker must use retrieval to obtain the relevant number feature for agreement. Since number 

cannot be used as a cue in production, the number properties of the subject head and attractor 

noun may have a more limited influence on the retrieval process than in comprehension. Plural 

and singular attractors are both equally likely to partially match other retrieval cues such as 

category, case, or position-based features that may be used in place of the number feature, thus 

both should be available to interfere with the agreement process and result in attraction errors. 

The gradedness of the markedness effect could be explained if number markedness influences a 

representation’s likelihood of retrieval by making marked plural forms more visible or prioritized 

to the retrieval process, such as through the application of ranked constraints similar to 

Optimality Theory (OT; Bresnan, 2000; McCarthy, 2002) (Badecker & Kuminiak, 2007) or the 

use of a “variable value cue Num:var” (Wagers et al., 2009: 29). 

A non-binary markedness effect may be more easily brought to light in naturalistic scene-

description tasks like ours and those of Nozari & Omaki (2018) and Veenstra et al. (2014, 

Experiment 1) that more directly involve mapping from a message to a form. In fact, binary 

markedness effects may be more common in traditional preamble elicitation paradigms (e.g. 

Bock & Miller, 1991; Eberhard, 1997) in which participants can start to plan the verb form as 
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soon as they hear the subject at the beginning of the preamble. If participants generate a 

candidate verb form upon hearing the preamble that they then check later during the production 

of their response, they may engage in a feature checking process similar to that involved in 

attraction illusions in comprehension, which would similarly result in more binary attraction 

patterns. 

6 Conclusion 

By conducting a close comparison of in-lab and web-based production experiments, we 

have demonstrated that the web-based format is not only suitable for survey tasks but also 

provides a viable alternative to traditional in-lab experimentation for language production 

research. The similarities between the results elicited in these two experimental settings allow us 

to confidently move forward with other web-based experiments. We have demonstrated that it is 

possible to train participants to follow relatively complex tasks online without experimenter 

supervision and that we can collect production data online that are able to be analyzed in various 

ways. The recordings collected were clear enough not only to understand what participants said 

but also to analyze their speech further to get more in-depth data about the production planning 

process itself. Our agreement attraction results combining both error distribution analyses as well 

as an analysis of the production time course of correct responses provide a broader understanding 

of how the verb agreement process works in general, not just in the subset of cases where it goes 

awry. Our results furthermore challenge the conventional notion that singular attractors cannot 

exert attraction effects. 

The move to the web for production studies will allow for more efficient and easier 

participant recruitment in a part of the field that had previously not been able to use this method. 
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These benefits will add more flexibility to production experimentation and more accessibility to 

the global population than ever before. 

 
Supplementary Files 

Included with this submission is an Appendix containing additional plots related to our analyses. 

The Appendix is available below the References section. 
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Appendix 
 

A. Plots for the Experiment 1 Error Likelihood Analysis 
 
Figure A.1 

 
Posterior probability distributions of the coefficient values for the Experiment 1 error likelihood 

analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 
vertical lines correspond to the posterior medians. 

 
Figure A.2 

 
Effect plot for the Experiment 1 error likelihood analysis. The error bars indicate the 95% 

credible intervals. 
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Figure A.3 

 
Trace plots for the fixed effects parameters in the Experiment 1 error likelihood analysis. The 
trace plots provide the sampled parameter values across different iterations of the sampling 

chains and can be used to assess MCMC convergence. 
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B. Plots for the Experiment 2 Error Likelihood Analysis 
 
Figure B.1 

 
Posterior probability distributions of the coefficient values for the Experiment 2 error likelihood 

analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 
vertical lines correspond to the posterior medians. 

 

Figure B.2 

 
Effect plot for the Experiment 2 error likelihood analysis. The error bars indicate the 95% 

credible intervals. 
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Figure B.3 

 
Trace plots for the fixed effects parameters in the Experiment 2 error likelihood analysis. The 
trace plots provide the sampled parameter values across different iterations of the sampling 

chains and can be used to assess MCMC convergence. 
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C. Plots for the Experiment 1 Gap Likelihood Analysis 
 
Figure C.1 

 
Posterior probability distributions of the coefficient values for the Experiment 1 gap likelihood 
analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 

vertical lines correspond to the posterior medians. 
 

Figure C.2 

 
Effect plot for the Experiment 1 gap likelihood analysis. The error bars indicate the 95% credible 

intervals. 
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Figure C.3 
 

 
Trace plots for the fixed effects parameters in the Experiment 1 gap likelihood analysis. The 
trace plots provide the sampled parameter values across different iterations of the sampling 

chains and can be used to assess MCMC convergence. 
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D. Plots for the Experiment 2 Gap Likelihood Analysis 
 
Figure D.1 

 
Posterior probability distributions of the coefficient values for the Experiment 2 gap likelihood 
analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 

vertical lines correspond to the posterior medians. 
 

Figure D.2 

 
Effect plot for the Experiment 2 gap likelihood analysis. The error bars indicate the 95% credible 

intervals. 
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Figure D.3 
 

 
Trace plots for the fixed effects parameters in the Experiment 2 gap likelihood analysis. The 
trace plots provide the sampled parameter values across different iterations of the sampling 

chains and can be used to assess MCMC convergence. 
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E. Plots for the Experiment 1 Gap Duration Analysis 
 
Figure E.1 

 
Posterior probability distributions of the coefficient values for the Experiment 1 gap duration 
analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 

vertical lines correspond to the posterior medians. 
 

Figure E.2 

 
Effect plot for the Experiment 1 gap duration analysis. The error bars indicate the 95% credible 

intervals. 
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Figure E.3 
 

 
Trace plots for the fixed effects parameters in the Experiment 1 gap duration analysis. The trace 
plots provide the sampled parameter values across different iterations of the sampling chains and 

can be used to assess MCMC convergence. 
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F. Plots for the Experiment 2 Gap Duration Analysis 
 
Figure F.1 

 
Posterior probability distributions of the coefficient values for the Experiment 2 gap duration 
analysis. The shaded areas in each distribution indicate the 95% credible intervals. The solid 

vertical lines correspond to the posterior medians. 
 

Figure F.2 

 
Effect plot for the Experiment 2 gap duration analysis. The error bars indicate the 95% credible 

intervals. 
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Figure F.3 
 

 
Trace plots for the fixed effects parameters in the Experiment 2 gap duration analysis. The trace 
plots provide the sampled parameter values across different iterations of the sampling chains and 

can be used to assess MCMC convergence. 
 

 
 


